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Abstract. Timing side-channel attacks pose a persistent threat to cryp-
tographic implementations by exploiting secret-dependent variations in
execution time. Modern cryptographic code is increasingly written in
memory-safe languages such as Go and Rust, yet existing defenses were
designed primarily with C and C++ in mind and do not transfer cleanly
to these newer ecosystems. Static approaches analyze source code or
intermediate representations (IR), such as LLVM IR, to verify constant-
time properties, but this restricts them to languages with mature IR sup-
port and leaves Go and Rust largely unaddressed. Dynamic approaches
sidestep the IR requirement by testing program behavior at runtime,
yet their statistical inference degrades under runtime noise from garbage
collection (GC), concurrency, and other nondeterministic system behav-
iors—noise that is especially pronounced in Go and Rust runtimes.
We present TraceHunter, a language-agnostic system that verifies
constant-time properties of cryptographic implementations using Intel
Processor Trace (PT) and deep learning. By analyzing fine-grained hard-
ware execution traces collected directly from binaries, TraceHunter re-
moves any dependence on source code, compiler toolchains, or language-
specific IRs, allowing the same analysis pipeline to be applied uniformly
across C, C++, Go, and Rust. Through deep learning, TraceHunter
separates true secret-dependent behaviors from runtime noise, enabling
reliable verification even in managed and concurrent execution environ-
ments. We evaluate TraceHunter on cryptographic libraries spanning
three languages—OpenSSL, BearSSL, and MbedTLS in C; rsa and aes
from Rust Crypto; and crypto in Go—showing that TraceHunter
efficiently identifies subtle constant-time violations across all of them,
offering a practical and scalable framework for language-agnostic timing
side-channel analysis.

Keywords: Constant-time Vulnerability · Deep Learning · Processor
Tracing.

1 Introduction

The security of modern software and communication systems depends on the cor-
rect implementation of cryptographic algorithms. Timing side-channel attacks,
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which recover secrets by observing secret-dependent variations in program execu-
tion, remain a persistent threat to cryptographic software and hardware [19, 27].
The standard software-level defense is the constant-time programming discipline,
which requires that the externally observable behavior of a program be indepen-
dent of secret data. Constant-time violations fall into two categories: control-flow
violations, where secret data influences conditional branches, and data-flow vio-
lations, where secret data influences memory access addresses. This work targets
control-flow violations, which continue to appear in recent cryptographic vulner-
abilities [34] and are exploitable through remote timing, branch-prediction, and
power-analysis attacks.

Modern cryptographic software is increasingly written in memory-safe lan-
guages such as Go and Rust, yet existing detection techniques were designed
primarily for C and C++ and do not transfer cleanly to these newer ecosystems.
Static-analysis approaches, including symbolic execution [15, 20, 41, 25, 26], taint
analysis [17, 18, 45, 21, 13], and abstract interpretation [28, 44], typically require
source code or intermediate representations such as LLVM IR, which restricts
them to languages with mature IR support and leaves Go and Rust largely un-
addressed. Dynamic-analysis approaches [46, 51, 16, 42, 50] operate on binaries
but rely on statistical timing tests or binary instrumentation. Statistical tests
are sensitive to runtime noise from garbage collection and concurrent scheduling,
both prominent in the Go and Rust runtimes, while binary instrumentation de-
pends on language- and runtime-specific assumptions that do not transfer across
ecosystems. We review these static and dynamic techniques in detail in Section 6.

We present TraceHunter, a language-agnostic system that verifies control-
flow constant-time properties of cryptographic implementations using Intel Pro-
cessor Trace (PT) and deep learning. PT is a hardware feature on most modern
processors that records the instruction-level control flow of a running program
with near-zero overhead. Because PT operates below the compiler and the lan-
guage runtime, TraceHunter applies uniformly to binaries produced by any
toolchain, including C, C++, Go, and Rust, without access to source code or
intermediate representations.

Applying PT to constant-time verification, however, raises two challenges.
First, a single cryptographic operation can produce a PT trace containing mil-
lions of code blocks, making direct comparison or analysis across inputs in-
tractable. We address this with a multi-level filtering pipeline that reduces trace
size and noise, then apply a deep learning model to identify potential leak-
age points. Second, detection alone does not quantify how much information is
leaked. We therefore introduce the Random Guess Game, a quantitative evalu-
ation framework that measures leakage effectively.

We evaluate TraceHunter on AES, DES, and RSA implementations across
six widely used libraries spanning three languages: OpenSSL [37], BearSSL [39],
and MbedTLS [29] in C; the rsa [1] and aes [2] crates from Rust Crypto [10];
and the standard Go crypto package [4]. TraceHunter identifies five imple-
mentations that violate control-flow constant-time properties, including cases
missed by existing static and dynamic methods.
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2 Background

2.1 Constant-Time Programming

Constant-time programming is a software defense against timing side channels
in cryptographic code: a program’s externally observable behavior must be in-
dependent of any secret input. There are two kinds of violations. Control-flow
violations arise when conditional branches depend on secret data, so different se-
crets execute different instruction sequences observable through timing, branch
prediction, power analysis, or hardware tracing. Data-flow violations arise when
the executed instructions are identical across secrets but secret-dependent mem-
ory addresses leave a cache-level signature. This paper targets control-flow vio-
lations, which remain prevalent in recent cryptographic CVEs [34] and can be
captured cleanly by hardware control-flow tracing on unmodified binaries across
languages. As mentioned in Section 1, this work focuses on the control-flow case;
throughout the paper, the terms constant-time violation and constant-time vul-
nerability refer to the control-flow case. Detection of data-flow violations is left
for future work.

2.2 Processor Tracing

Processor Trace (PT) is a hardware feature that records the control flow of a
running program on the processor itself. It is available on Intel and ARM chips, is
being standardized for RISC-V [38], and is exposed through Linux Perf [7], LLVM
[43], and a Windows driver [12]. At runtime, PT logs the outcome of every branch
into a reserved buffer; offline decoding then reconstructs the full instruction-level
control flow. Unlike software instrumentation or performance counters, PT does
not modify the program, does not perturb the cache, preserves instruction-level
granularity, and adds near-zero overhead. These properties have motivated its
adoption for profiling, debugging, control-flow integrity, vulnerability discovery,
and malware detection [14, 24, 23, 31, 30, 36, 32, 48, 47, 49, 22, 52], but its use for
detecting constant-time violations has not been studied.

3 Design

The goal of TraceHunter is to assess whether a program is constant-time
safe by analyzing its execution traces collected through Intel Processor Trace
(Intel PT) and Linux Perf [7]. As shown in Figure 1, the verification process
consists of two stages, each designed to test for control-flow leakage in a pro-
gressively more detailed manner. Stage 1 performs a deterministic comparison
over a small number of traces, to identify programs whose observed control flow
is identical across sampled executions. Stage 2 applies a deep-learning-based
analysis over a larger number of traces, and evaluates whether the traces con-
tain input-related information using a game-based procedure.
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Fig. 1: System overview of TraceHunter.

3.1 Stage 1: Deterministic Filtering

In this stage, TraceHunter identifies programs whose sampled executions pro-
duce exactly the same control flow across the collected inputs. Such programs do
not require the more expensive deep-learning-based analysis. Stage 1 consists of
the following steps: Data Collection, Simple Code Block List Generation,
and Differential Comparison.

Data Collection TraceHunter leverages Intel PT to record fine-grained exe-
cution traces of processes, together with Linux Perf [7], which serves as the inter-
face for configuring and controlling Intel PT. The raw traces generated by Intel
PT are encoded in a compact binary format that is not directly interpretable.
To make the data usable for downstream processing, we use XED [5], the Intel
X86 Encoder-Decoder Library, to decode these traces into assembly-level in-
structions. XED translates the binary trace data into human-readable assembly
code, including instruction mnemonics, operand types, and memory addresses.
This decoding step is critical for extracting meaningful execution patterns from
the raw trace data.

Modern operating systems implement Address Space Layout Randomization
(ASLR) [3] to enhance security by randomizing the memory layout of processes.
As a result, the virtual addresses of instructions and data vary between execu-
tions, even for the same program. Although ASLR improves security, it poses a
challenge for trace analysis because the same instructions may appear at different
addresses across different runs.

To address this issue, TraceHunter normalizes virtual addresses by con-
verting them into offsets relative to the base addresses of their respective memory
objects, such as executable files and shared libraries. This normalization ensures
that execution traces are comparable across different runs, allowing the model
to learn meaningful patterns without being affected by ASLR.
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Simple Code Block List Generation The raw execution traces collected dur-
ing the data collection phase can contain billions of records, including low-level
instructions, redundant patterns, and noise. Processing such a large quantity of
data directly is computationally expensive and impractical for downstream deep-
learning tasks. To address this issue, we use a two-step process that reduces the
size and complexity of the traces while preserving the essential execution pat-
terns. This process filters instructions by their associated objects and addresses,
and then groups them into a unit that we call the Simple Code Block (SCB).

Instruction Filtering by Objects and Addresses. Modern applications generate
execution traces containing instructions from diverse sources, including system
libraries, shared objects, and the main executable. However, not all of these in-
structions provide meaningful information for leakage analysis. TraceHunter
therefore applies two complementary filters that reduce trace complexity while
preserving essential information.

The first filter operates at the object level, retaining only instructions asso-
ciated with specific objects of interest. This allows TraceHunter to focus on
instructions from the main executable and selected shared libraries relevant to
the target application while excluding instructions from standard libraries and
system calls that do not contribute to our analysis.

The second filter operates at the address level, targeting specific memory ad-
dress ranges. This finer-grained filter enables TraceHunter to isolate instruc-
tions within high-risk functions or other regions of particular interest, providing
precise control over which code sections are included in the analysis.

The combination of these two filters substantially reduces the instruction set
in the trace, eliminates noise, and concentrates the analysis on instructions most
relevant to timing-dependent behavior. The refined dataset improves both the
efficiency of subsequent analysis steps and the accuracy of the prediction model.

Simple Code Block Construction. Although instruction filtering significantly re-
duces the trace size, the remaining instructions often exhibit repetitive patterns,
such as loops or frequently executed functions. To further compress the data and
capture higher-level execution semantics, we introduce the SCB.

An SCB is defined as a contiguous sequence of instructions that starts with
the instruction following a control-flow change, such as a jump, call, or ret, and
ends at the next control-flow change instruction. This segmentation captures
meaningful execution units, such as basic blocks or short function calls, while
discarding internal details that are less relevant for leakage analysis. Each SCB
is uniquely identified by the relative addresses of its first and last instructions,
normalized as described under Section 3.1. The full trace is then represented as
an ordered SCB list.

Differential Comparison In Stage 1, TraceHunter collects n1 (at least
three) traces, using at least two distinct inputs, and at least one input is used
more than once so that both intra-input and inter-input differences can be ob-
served. After all n1 traces have been converted into SCB lists, the lists are
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compared element by element. If all n1 SCB lists are identical, the program is
classified as constant-time safe under the current Stage 1 trace budget and the
analysis terminates. Otherwise, the program proceeds to Stage 2 for further eval-
uation. Choosing a small n1 keeps this stage inexpensive, which is appropriate
because its purpose is only to filter out programs whose constant-time behavior
is already obvious from a small sample of executions.

3.2 Stage 2: Deep-Learning-Based Leakage Verification

After Stage 1, programs whose sampled executions appear obviously constant-
time safe have been filtered out. The remaining programs yield different con-
trol flows under different inputs. However, we cannot directly conclude that
such programs are not constant-time safe, because the observed differences may
be caused by non-deterministic features such as garbage collection or multi-
threading, which would substantially increase the false positive rate. To address
this issue, Stage 2 collects a larger set of n2 traces under n2 distinct inputs, trains
a deep-learning model to predict the secret input from a single trace, and uses a
game-based evaluation on a held-out test set to determine whether the control
flow carries input-related information. The trace count n2 is a user-configurable
parameter that trades analysis cost against the statistical power of the leakage
test; larger n2 provides more training data for the model and more rounds for the
evaluation game. In terms of cost, Stage 1 is intentionally lightweight, whereas
the overall analysis time is dominated by Stage 2, where both trace collection
and model training scale with n2.

Data Collection and SCB List Generation Stage 2 follows the same data
collection and SCB list generation process as Stage 1, but uses n2 distinct inputs
to generate a broader set of execution traces. This enables the deep-learning
model to learn potential dependencies between the program control flow and
the input values, and provides enough samples to run the Random Guess Game
described below with meaningful statistical confidence.

Prediction Using a 1D U-Net Model TraceHunter feeds the SCB list
directly into a neural network. Treating each SCB as a token, the SCB list forms
a one-dimensional sequence whose local patterns, that is, short neighborhoods
of SCBs, and global structure, that is, the overall control-flow shape, may both
encode information about the secret input. This motivates our use of a one-
dimensional U-Net [40], which captures both local receptive fields and long-range
context through encoder-decoder skip connections.

Input Representation. Each distinct SCB is assigned an integer identifier through
a global SCB vocabulary constructed over the training set, with index 0 reserved
for padding. Because an SCB is defined jointly by its instructions and its address,
two otherwise identical blocks at different addresses are treated as distinct to-
kens, so address information is carried implicitly through the vocabulary rather



TraceHunter 7

than as a separate feature. A trace therefore becomes a sequence of integer iden-
tifiers, padded or truncated to a fixed length L so that traces of different lengths
can be batched together. A learned embedding layer maps each identifier to a
dense vector of dimension d, producing an input tensor of shape L × d for the
convolutional part of the network.

Output Representation. We formulate input prediction as a bit-wise regression
problem. The secret input is represented as a binary vector y ∈ {0, 1}N , where
N is the input length in bits. The decoder ends with a 1 × 1 convolution that
produces per-position logits; when the trace length L and the target length N
differ, the logits are resampled to length N by linear interpolation. A sigmoid
activation then yields an output vector ŷ ∈ [0, 1]N in which each coordinate ŷi
estimates the probability that the i-th bit of the secret is 1, conditioned on the
trace.

Model Architecture. The 1D U-Net follows the classical encoder-decoder struc-
ture with skip connections. The basic building block is a convolutional block
composed of two 1D convolutions of kernel size 3 with padding 1, each followed
by batch normalization [33] and a Rectified Linear Unit (ReLU) [11] activa-
tion, with an optional dropout layer at the end. The encoder consists of 4 such
blocks, each followed by a max-pooling layer of stride 2; the temporal resolution
is halved at every level while the channel count doubles, starting from a base
width 64. A bottleneck convolutional block then doubles the channel count once
more. The decoder mirrors the encoder across 4 levels: at each level a trans-
posed 1D convolution of stride 2 restores the temporal resolution, the result is
concatenated with the corresponding encoder feature map through a skip con-
nection (with linear interpolation used to align lengths when necessary), and
a convolutional block reduces the channel count back to the encoder width at
that level. A final 1×1 convolution reduces the top-level feature map to a single
channel, giving one logit per output position. This design combines fine-grained
local patterns produced by the encoder with the higher-level context extracted
at the bottleneck.

Training Objective. The model is trained with the binary cross-entropy (BCE)
loss between the predicted probability vector ŷ ∈ [0, 1]N and the ground-truth
bit vector y ∈ {0, 1}N :

LBCE(ŷ, y) = − 1

N

N∑
i=1

[yi log ŷi + (1− yi) log(1− ŷi)] . (1)

BCE is the standard loss for independent binary targets: it is the negative log-
likelihood under a Bernoulli model, and its unique minimizer at each position
is ŷ∗i = Pr(yi = 1 | trace). The network output therefore admits a posterior-
probability interpretation, which is useful for evaluating whether the model has
learned input-related information from the trace.

The trained 1D U-Net is used as the predictor in the Random Guess Game
described in the next section.
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Random Guess Game High prediction accuracy alone is not enough to inter-
pret the model’s behavior. We therefore use a Random Guess Game to test
a narrower and more defensible claim: whether the trained 1D U-Net achieves
prediction performance that is consistently better than pure random guessing
on a held-out set of traces. The goal of this game is not to prove that the model
outperforms every possible trace-agnostic strategy. Instead, it is used to deter-
mine whether the model has learned a non-random predictive advantage under
our evaluation protocol.

Game Description. The game is played between two robot agents over multiple
independent rounds. In each round, a fresh secret input sequence T ∈ {0, 1}N
is sampled, the target program is executed on T , and the resulting trace X is
collected. Player A (Model Player) receives X and uses the trained 1D U-
Net to output a prediction T̂ A ∈ {0, 1}N . Player B (Random Player) does
not receive the trace and generates a prediction T̂ B ∈ {0, 1}N by independently
sampling each bit from a fair Bernoulli distribution, that is,

Pr(T̂ B
i = 1) = Pr(T̂ B

i = 0) =
1

2
. (2)

For each round, both players are scored by the number of correctly predicted
bits:

SA =

N∑
i=1

1[T̂ A
i = Ti], SB =

N∑
i=1

1[T̂ B
i = Ti]. (3)

Player A wins the round if SA > SB , Player B wins the round if SB > SA, and
the round is declared a tie if SA = SB .

After R rounds on a held-out test set, we compute the empirical win rate of
the model player:

W =
1

R

R∑
r=1

1[S
(r)
A > S

(r)
B ]. (4)

We also report the mean score of each player across all rounds. A large value
of W indicates that the model predicts the secret input more accurately than a
purely random guesser.

Interpretation of the Game. The Random Guess Game is designed to test
whether the model has learned useful predictive information. Because Player
B is independent of both the trace and the target secret, its behavior represents
pure chance. If Player A wins substantially more often than Player B on a held-
out test set, then Player A must have a non-random predictive advantage on
this task.

More formally, under the null hypothesis that the model has no predictive
advantage over random guessing, Player A should not win systematically more
often than Player B. Therefore, an empirical win rate W that is well above the
chance level provides evidence that the model output is statistically related to the
target secret. This claim can be made quantitative: ignoring ties, the number of
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rounds won by Player A follows a Binomial(R′, 1/2) distribution under the null,
where R′ is the number of decisive rounds. A one-sided binomial test therefore
converts any observed win rate W into a p-value, and a value of W well above
1/2 over hundreds of rounds rejects the null at a negligible significance level.

Verdict. In practice, we run the Random Guess Game for many rounds and esti-
mate the model win rate W on the held-out test set. If W exceeds a user-defined
threshold τ , TraceHunter concludes that the model has a stable predictive
advantage over random guessing and classifies the program as not constant-time
safe under the current trace budget n2. Otherwise, TraceHunter does not de-
tect leakage and classifies the program as constant-time safe under the current
trace budget.

4 Evaluation

We aim to answer the following research questions in our evaluation:

1. RQ1: Can TraceHunter effectively verify the constant-time implementa-
tions in C/C++ libraries?

2. RQ2: Can TraceHunter effectively verify the constant-time implementa-
tions in Rust and Go libraries?

3. RQ3: Can TraceHunter provide the evidence of robustness of its findings?

4.1 Methodology

We evaluated TraceHunter on six widely used cryptographic libraries written
in three programming languages: OpenSSL[37], BearSSL[39], and MbedTLS[29]
in C/C++; package crypto from Go standard library; and crates rsa and aes
from Rust Crypto in Rust. For OpenSSL, we tested version 3.0.12, which is
shipped with long-term support (LTS) distributions such as Ubuntu 22.04, and
version 3.3.0 as a more recent release. For BearSSL, we used version 0.6; for
MbedTLS, we used version 3.6.1. For crypto[4] in Go, we tested versions 1.19
and 1.20. For rsa[1] and aes[2] from Rust Crypto [10], we used version 0.9.3 and
0.9.0, respectively. We evaluated the symmetric protocols Advanced Encryption
Standard (AES) and Data Encryption Standard (DES), and the asymmetric
protocol RSA. Because BearSSL does not support DES, we replaced it with
Triple DES (TDES) for that library only.

Process traces were recorded with perf configured for Intel PT. Tracing was
restricted to the user-space portion of program execution using default settings.
For each protocol, we wrote a small test program that reads a secret input and
performs one standard operation: encryption for AES and DES, and signing
for RSA. For AES and DES, we generated random key and plaintext pairs.
For RSA, we generated random public-private key pairs using OpenSSL with
e = 65537 and a key size of 1,024 bits; the private key was used by the test
program for signing, and TraceHunter was tasked with predicting the private
key in Distinguished Encoding Rules (DER) format.
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Table 1: Libraries and protocols used for evaluation, where CT denotes whether
the implementation is claimed to be constant-time by developers.

Library Version Language Protocol CT

OpenSSL 3.0.12 C/C++ AES -
OpenSSL 3.0.12 C/C++ DES -
OpenSSL 3.0.12 C/C++ RSA -
OpenSSL 3.3.0 C/C++ AES -
OpenSSL 3.3.0 C/C++ DES -
OpenSSL 3.3.0 C/C++ RSA -
MbedTLS 3.6.1 C AES -
MbedTLS 3.6.1 C DES -
MbedTLS 3.6.1 C RSA -
BearSSL 0.6 C AES Y
BearSSL 0.6 C TDES Y
BearSSL 0.6 C RSA Y
crypto 1.19 Go RSA N
crypto 1.20 Go RSA Y

aes 0.9.0 Rust AES Y
rsa 0.9.3 Rust RSA N

For each protocol-library pair, we first ran Stage 1 with n1 = 3 traces, the
minimum that lets us observe both intra-input and inter-input differences, to
filter out programs whose sampled control flow is identical across inputs. If Stage
1 did not classify the program as constant-time safe, we ran Stage 2 with n2 =
2,048 traces. We chose n2 = 2,048 to balance the statistical power of the leakage
test against the cost of trace collection and model training. With n1 = 3 and
n2 = 2,048, each protocol-library pair uses 2,051 traces in total, as detailed in
Section 3: Stage 2 traces each of the 2,048 generated inputs once, while Stage
1 traces two additional inputs, one of them twice, so that 2,050 distinct inputs
are used overall. The Stage 2 trace dataset was randomly split into training,
validation, and testing sets with an 8:1:1 ratio. The 1D U-Net model was trained
with PyTorch[9] 2.1.2 using Adam[35] and BCE loss, as described in Section 3.
We then played the Random Guess Game on the testing set and reported the
average score of the model player, the average score of the random player, and
the empirical winning rate of the model. Here a player’s score in a round is
the number of bits it predicts correctly out of the N -bit secret; the average
score is this count averaged over all test rounds; and the winning rate W is the
fraction of test rounds in which the model player’s score strictly exceeds that
of the random player. The winning rate is therefore neither a per-bit accuracy
nor a relative improvement over the random baseline. We used a winning-rate
threshold of τ = 0.55 to decide the final verdict: a program with an observed
winning rate W > τ is classified as not constant-time safe, while a program with
W ≤ τ is classified as constant-time safe under the current trace budget. Under
the null hypothesis of no leakage, the model player wins each decisive round with



TraceHunter 11

probability 1/2, so W is the statistic of a one-sided binomial test; with roughly
200 rounds in the held-out test set (a 10% split of 2,048), a winning rate well
above 0.5 is significant at p ≪ 0.001, whereas one near or below 0.5 is not.

For the baselines, we compared TraceHunter against two existing constant-
time verification tools, CT-Prover [21] and DATA [46], using the verdicts re-
ported by each tool on the same protocol-library pair.

All experiments ran on an Ubuntu 22.04.4 LTS server equipped with one
Intel(R) Xeon(R) Silver 4310 CPU, one NVIDIA(R) A30 GPU, and 256 GB of
RAM.

4.2 RQ1: Constant-Time Verification in C/C++ Libraries

Table 2: Result of verifying constant-time implementations in C/C++ libraries.
CP denotes the result of CT-Prover; DATA denotes the result of DATA; R1
denotes the result of the Stage 1; R2 denotes the result from the Stage 2, more
specifically, R2-AS denotes the model’s average score, R2-ASR denotes the av-
erage score of random guess and R2-WR denotes the winning rate of the model,
i.e., the fraction of test rounds in which the model predicts more secret bits cor-
rectly than the random player; C denotes a constant-time verdict; NC denotes
a not-constant-time verdict and E denotes that the tool returned an error.
Library Version Protocol CP DATA R1 R2-AS R2-ASR R2-WR

OpenSSL 3.0.12 AES C C C - - -
OpenSSL 3.0.12 DES C C C - - -
OpenSSL 3.0.12 RSA NC NC - 2560 2440 0.97
OpenSSL 3.3.0 AES C C C - - -
OpenSSL 3.3.0 DES C C C - - -
OpenSSL 3.3.0 RSA NC NC - 2562 2440 0.97
MbedTLS 3.6.1 AES C C C - - -
MbedTLS 3.6.1 DES C C C - - -
MbedTLS 3.6.1 RSA E NC - 2610 2444 0.98
BearSSL 0.6 AES C C C - - -
BearSSL 0.6 DES C C C - - -
BearSSL 0.6 RSA C C C - - -

Table 2 reports the verification results for AES, DES, and RSA across OpenSSL
3.0.12, OpenSSL 3.3.0, MbedTLS 3.6.1, and BearSSL 0.6. For AES and DES,
TraceHunter classified every implementation as constant-time safe at Stage
1. The three traces collected per implementation produced identical SCB lists,
so Stage 2 was not triggered. These verdicts agree with both CT-Prover and
DATA on the same implementations.

For RSA in OpenSSL 3.0.12 and 3.3.0, Stage 1 observed different SCB lists
across inputs, so TraceHunter ran Stage 2. The trained 1D U-Net reached
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a winning rate of 0.97 in the Random Guess Game for both versions, with an
average model score that exceeds the random baseline by more than 120 bits.
Under our decision rule, TraceHunter therefore classified both RSA imple-
mentations as not constant-time safe. CT-Prover and DATA produced the same
verdict.

For RSA in MbedTLS 3.6.1, CT-Prover returned an out-of-memory error
and did not produce a verdict, while DATA reported not constant-time. Trace-
Hunter completed Stage 2 and reached a winning rate of 0.98, with the model
scoring 2,610 against a random baseline of 2,444. TraceHunter therefore clas-
sified MbedTLS RSA as not constant-time safe, which matches the DATA verdict
and extends coverage to a case where CT-Prover does not report a result.

For RSA in BearSSL 0.6, TraceHunter classified the implementation as
constant-time safe at Stage 1. The three sampled traces produced identical SCB
lists, so Stage 2 was not needed. CT-Prover and DATA report the same verdict.

Taken together, on the C/C++ benchmark, the verdicts from TraceHunter
match those of CT-Prover and DATA on every case where both baselines pro-
duce a result, and TraceHunter also produces a verdict on the one case where
CT-Prover fails with out-of-memory error.

Although TraceHunter reaches high winning rates on the leaking RSA
implementations, the model’s average bit-level score does not strongly exceed
the random baseline. This is consistent with the structure of the prediction
task: the target is a DER-encoded RSA private key of approximately 4,880 bits,
while training uses only about 1,600 traces, which is a small sample for bit-wise
reconstruction of such a long target. Under this trace budget, the model learns
enough to reliably beat a random guesser at the whole-secret level without being
able to recover most individual bits. The Random Guess Game verdict does not
depend on any single bit being correct; it only depends on the model’s total bit
score exceeding that of the random player, which remains the case here.

4.3 RQ2: Constant-Time Verification in Go and Rust Libraries

Table 3 reports the verification results for package crypto in Go and crates rsa
and aes from Rust Crypto. We compare TraceHunter against two existing
tools, CT-Prover (CP) and DATA. We chose these two Go versions because CVE-
2023-45287 [6] reports that before Go 1.20 some RSA related operations in the
Go standard library relied on the math/big package, which is not constant time.
After that, Go 1.20 switched to a fully constant-time implementation. This pair
therefore provides a controlled before-after test case with a known ground-truth
verdict for each version.

CT-Prover returned an error (E) on every subject in this experiment. CT-
Prover operates on LLVM intermediate representation (IR), and the most likely
cause is that it does not handle the LLVM IR produced by the Go and Rust
toolchains. DATA produced a verdict for every subject, but two of its verdicts
disagree with the ground truth: it labeled Go 1.20 RSA as not constant-time
(NC) even though this version contains the fix documented in CVE-2023-45287,
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Table 3: Result of verifying constant-time implementations in Go and Rust li-
braries. CP denotes the result of CT-Prover; DATA denotes the result of DATA;
R1 denotes the result of the Stage 1; R2 denotes the result from the Stage 2,
more specifically, R2-AS denotes the model’s average score, R2-ASR denotes
the average score of random guess and R2-WR denotes the winning rate of the
model; C denotes a constant-time verdict; NC denotes a not-constant-time ver-
dict and E denotes that the tool returned an error.
Library Version Protocol CP DATA R1 R2-AS R2-ASR R2-WR

crypto 1.19 RSA E NC - 2690 2442 0.99
crypto 1.20 RSA E NC - 2432 2441 0.42

rsa 0.9.3 RSA E C - 2490 2438 0.87
aes 0.9.0 AES E C C - - -

and it labeled the Rust rsa 0.9.3 crate as constant-time (C). Two factors plausi-
bly explain these errors. First, DATA was designed primarily for native binaries,
so the traces collected from Go and Rust programs may not match the pat-
terns it expects. Second, the Go runtime introduces additional non-determinism
through garbage collection (GC), which can add noise to the traces created by
DATA.

For RSA in Go 1.19, Stage 1 observed different SCB lists across runs, so Stage
2 was triggered. The Random Guess Game produced a winning rate of 0.99, with
a model average of 2,690 against a random baseline of 2,442. TraceHunter
therefore classified this implementation as not constant-time safe, which matches
the ground-truth label from CVE-2023-45287.

For RSA in Go 1.20, the outcome is very different: the winning rate dropped
to 0.42, and the model’s average score of 2,432 is essentially equal to the ran-
dom baseline of 2,441. Under our decision rule, TraceHunter classified the
RSA implementation in Go 1.20 as constant-time safe, which again matches the
ground-truth label after the fix; here the ground truth is established by the up-
stream constant-time rewrite documented in CVE-2023-45287 rather than by
our own measurement. The sharp change in the winning rate across the two
versions, from 0.99 to 0.42, reflects the constant-time patch that was applied
between these releases. DATA, in contrast, still returned NC for this version,
which does not match the ground truth.

For RSA in crate rsa 0.9.3, Stage 1 was inconclusive, so Stage 2 ran. The
model reached a winning rate of 0.87 with an average score of 2,490 against a
random baseline of 2,438, and TraceHunter classified the implementation as
not constant-time safe. This verdict disagrees with DATA, which returned C on
the same subject.

For AES in crate aes 0.9.0, Stage 1 alone produced a constant-time verdict,
so Stage 2 was not required. DATA also returned C on this subject, consistent
with TraceHunter.
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These results show that TraceHunter yields the correct verdicts for Go
and Rust cryptographic implementations using the same pipeline and decision
rule as in the C/C++ experiments, whereas CT-Prover and DATA fail.

4.4 RQ3: Robustness under Trace Perturbation

A high winning rate in the Random Guess Game could in principle be an arti-
fact of the model overfitting to incidental trace features that happen to corre-
late with the secret, rather than a consequence of genuine control-flow leakage
from the target routine. To test this concern, we designed a perturbation ex-
periment on two modular exponentiation routines written in two different lan-
guages: BN_mod_exp_mont from OpenSSL and big.Int.Exp from the Go stan-
dard library. Both routines are known to be vulnerable: big.Int.Exp is directly
implicated by CVE-2023-45287, and BN_mod_exp_mont was manually verified to
carry a control-flow dependency on the exponent. For each routine, we wrote
a small driver program that performs one modular exponentiation, generated
2,048 random input pairs, and used a prime number of at most 15 bits as the
exponent. We reduced the exponent to 15 bits so that the prediction target is
well matched to the training budget of 2,048 traces, which isolates the robustness
question from the bit-level sample-complexity issue observed in RQ1. We then
ran Stage 2 of TraceHunter on this dataset and obtained a trained 1D U-Net
for each routine.

To construct the mutated dataset, we manually inspected the SCB list of each
trace and identified the key SCBs that are related to the leakage, that is, the
SCBs whose presence or position in the list depends on the exponent value. In
each mutated SCB list, these key SCBs are kept fixed at their original positions,
and every remaining SCB is replaced by a random SCB drawn from the global
SCB vocabulary. The mutation therefore removes all information from the non-
leakage regions of the trace while preserving the leakage signal at the known
positions. We generated approximately 100,000 mutated SCB lists per routine
using this procedure, passed them through the previously trained model, and
played the Random Guess Game on the resulting predictions. The expected
behavior is straightforward. If the model’s predictive advantage comes from the
key SCBs that we identified, the winning rate should remain well above the
random-guess baseline after the perturbation. If the advantage instead comes
from incidental features in the non-key regions, the winning rate should drop
close to the random-guess level because those regions have been replaced with
noise.

Table 4 reports the model’s average score and winning rate on both datasets.
For BN_mod_exp_mont, the winning rate dropped moderately from 0.91 on the
origin dataset to 0.78 on the mutated dataset, and the average score dropped
from 10.4 to 9.4 bits out of 15. For big.Int.Exp, the winning rate dropped
from 0.98 to 0.89, while the average score changed only marginally, from 11.7
to 11.9 bits. In both cases, the model retained a clear predictive advantage
over random guessing after the perturbation, despite the large test set of about
100,000 mutated SCB lists, which indicates that the learned signal is attached to
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Table 4: Result of perturbation experiment. AG1 denotes average score of origin
traces; WR1 denotes the winning rate with origin traces; AG2 denotes average
score of mutated traces; WR2 denotes the winning rate with mutated traces.

Function AG1 WR1 AG2 WR2

BN_mod_exp_mont 10.4 0.91 9.4 0.78
big.Int.Exp 11.7 0.98 11.9 0.89

the manually identified key SCBs rather than to incidental trace artifacts. This
observation supports the interpretation that TraceHunter is able to find the
leakage effectively and provides the evidence of robustness of its findings.

5 Discussion

5.1 Limitations

Focus on Intel PT In this work, we chose to focus on Intel PT for our evalu-
ation because it is currently the most widely used PT platform. Also, whereas
ARM CoreSight varies across chips due to ARM’s licensing model, Intel PT is
consistent between processor models, making evaluations on Intel PT easier to
reproduce. We emphasize that TraceHunter only takes advantage of features
extracted from instruction sequences, which is the core characteristic of any PT
design, and does not use anything exclusive to Intel PT, such as its timing and
power event packets. We therefore expect the approach to carry over to other
PT implementations, although validating this on non-Intel platforms remains
future work.

Soundness of constant-time verdicts. A constant-time safe verdict from Trace-
Hunter is always relative to the current trace budget n2 and to the sensitivity
of the trained model. A program that leaks only through small or unusually
structured control-flow differences may evade detection if those differences are
not captured by the collected traces or not learned by the model. A non-positive
result should therefore be read as the absence of detected leakage under the
given budget, rather than as a proof that the implementation is free of timing
side channels. Conversely, a positive verdict backed by a winning rate far above
chance is strong evidence that leakage is present.

Breadth of evaluated languages. Our evaluation spans six libraries across three
language ecosystems (C/C++, Go, and Rust). Because TraceHunter operates
below the compiler and language runtime, it is not tied to these languages in
principle; however, we have not empirically validated it on other ecosystems, and
broader language coverage is left to future work.
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5.2 Future Work

Detecting data-flow violations. Currently, TraceHunter detects only control-
flow violations. Extending it to data-flow violations would require taking memory
access patterns as input, which in the context of PT produces very large traces
and makes it difficult for a deep learning model to identify leakage efficiently.
Future work should therefore investigate alternative trace representations, or
integrate complementary techniques such as static analysis, to handle data-flow
violations.

6 Related Work

Verifying the constant-time implementation of cryptographic code has received
considerable attention. We roughly classify existing approaches into two cate-
gories: static analysis based approaches and dynamic analysis based approaches.

Approaches based on static analysis. This class of approaches typically applies
symbolic execution [15, 20, 41, 25, 26], taint analysis [17, 18, 45, 21, 13], or abstract
interpretation [28, 44] to verify constant-time implementations. A strength of
these techniques is that they can reason over many feasible execution paths and
therefore help reduce false negatives. However, they suffer from several limita-
tions. First, they usually depend heavily on the LLVM intermediate representa-
tion or other language-specific infrastructure, which makes it difficult to transfer
them to other languages such as Go or Rust. Second, because of the path ex-
plosion problem, they are typically complete only up to a bounded path depth,
and the input size often has to be fixed in advance; the memory footprint also
grows quickly as the search space expands. Third, static techniques, and taint
analysis in particular, are inherently over-approximate: they frequently report
operations as secret-dependent even when those operations are not exploitable
at runtime, because the analysis cannot precisely model pointer aliasing, indirect
control flow, or complex arithmetic relationships. This produces a high rate of
false positives and forces developers to manually audit a large number of spu-
rious warnings. As a result, static analysis based verification has mainly been
applied to code bases of relatively small size.

Approaches based on dynamic analysis. This class of approaches verifies constant-
time implementations by executing the program on different inputs multiple
times and analyzing the collected traces. Specifically, DATA [46] and CacheQL
[51] examine the collected traces to determine whether the implementation is
constant-time. However, both tools rely on Intel Pin [8] to collect memory traces,
which is tightly coupled with C and C++, and this makes it difficult or infeasi-
ble to apply them to programs written in other languages such as Go or Rust.
Other tools, including CANAL [42], Abacus [16], and ENCIDER [50], use dy-
namic symbolic execution, which combines dynamic and static analysis; however,
they remain tightly coupled with C and C++ infrastructure and therefore inherit
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the same portability limitations, along with the path-explosion and scalability
issues discussed above.

TraceHunter generally falls into this category. However, TraceHunter
uses Intel Processor Trace to record execution, which allows it to operate directly
on the produced binary regardless of the source language. In addition, Trace-
Hunter applies multi-level filtering to remove noise from the collected traces,
uses an advanced deep learning model to detect leakage in the filtered traces,
and introduces a random-guess game to quantify the amount of information that
an attacker can recover. Together, these components significantly improve both
the generality and the effectiveness of constant-time verification.

7 Conclusion

We present the first study that applies Intel Processor Trace (PT) to the prob-
lem of cryptographic data leakage detection. We design and implement Trace-
Hunter, a language-agnostic system that verifies constant-time cryptographic
implementations via processor tracing. We conduct experiments on 6 widely
used cryptographic libraries written in 3 different languages and covering three
different protocols, and we find that 5 implementations are not constant-time.
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